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Abstract 

Our research is motivated by the issues facing data integrators in multi-disciplinary projects when 

adopting traditional Data Integration (DI) methodologies and tools. Traditional DI approaches 

require all the semantic mappings between the different data sources to be determined before data 

services can be supported by the integrated resource, whereas domain data and knowledge are 

likely to be incrementally gathered and highly evolving, particularly in the early stages of multi-

disciplinary DI projects. As a result, such DI projects are often costly and risky. To address these 

challenges, we are developing techniques for lightweight data integration in an incremental pay-as-

you-go methodology and technical environment.  

In our approach we undertake integration of heterogeneous data sources through the incremental 

specification of semantic overlaps between them, which we term intersection schemas, using a 

graphical tool underpinned by a formal schema transformation language. The data sources are 

automatically integrated under a virtual global schema after each iteration of the integration 

process, and data services are able to be supported incrementally after each iteration.  

 

We evaluate our methodology by a case study in the Weaving Domain, utilising a subset of the 

datasets from the “Weaving Communities of Practice” project. This was a project to create a 

Knowledge Base of Andean Weaving traditions and practices, with the aim of contributing to 

curatorial practice and heritage policy. The project domain experts gathered data on the chain of 

activities, instruments, resources, peoples, places and knowledge involved in the production of 

textiles. The data sources they compiled are semi-structured (Excel spreadsheets). Using our 

methodology, this data is incrementally integrated under a RDF/RDFS ontological model which 

captures both the domain experts’ knowledge and the information about the textile artefacts. 

 

We demonstrate the potential benefits of our methodology in terms of increased productivity and 

the ability to run important queries at a much earlier stage of the integration lifecycle. 


